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1 Introduction

EyeWire [1] is a web-based citizen science game that aims to map out the whole connectivity pat-
terns between specific types of neurons in the mouse retina. In the field of connectomics [2,3], a
study of neural connectivity, reconstructing the exact 3D morphology of neurons at the ultrastruc-
tural level (µm ∼ nm) by analyzing a stack of serial 2D electron microscope (EM) images [4,5]
has recently emerged as a promising approach to studying the structure and function of neuronal cir-
cuits. EyeWire is designed to speed up the process of analyzing EM images by combining machine
and crowd intelligence.

In EyeWire, multiple players can be redundantly assigned to a single ‘cube,’ the basic unit of game-
play. The ‘cube’ is a small cubic subvolume (2563 grayscale voxels) of the whole EM image stack,
which was oversegmented by artificial intelligence (AI) [6] into supervoxels (groups of neighboring
voxels that were subsets of individual neurons). The mission given to the players is to trace and
extend neuronal branches, starting from the given ‘seed’ supervoxel, by coloring (voting to) missing
pieces (supervoxels) of neuronal branches.

EyeWire is currently adopting the ‘threshold’ voting scheme, a modified version of simple majority
voting, to integrate the results from multiple players, in which a supervoxel is considered to be ‘true’
if a fraction of players who voted to that supervoxel exceeds a predefined threshold that depends
dynamically on the number of voters.

Although this strategy with the proofreading of lab experts appears to be working properly in gen-
eral, it is likely that this heuristic is suboptimal and a better (optimal) solution remains to be dis-
covered. Since multiple players assigned to a specific cube play and submit their own results inde-
pendently of each other, and since each player exhibits differential expertise on the gameplay, their
results tend to be significantly different from each other. Thus, we might be able to approach the
‘true’ reconstruction much faster in a budget-optimal manner by taking the results from each player
differentially into account.

In this paper, we develop a probabilistic model for an optimal integration of the results from multiple
players in EyeWire. In particular, we develop a weighted voting scheme by parameterizing each
player’s expertise, approximating the probabilistic model with a simple logistic regression model in
which the parameters are estimated by the stochastic gradient descent (SGD).

2 Materials and Methods

2.1 Data Acquisition

The data set used in experiments was obtained from the EyeWire database. We focused on a specific
type of retinal neuron called starburst amacrine cell (SAC). There were a total of 28 SACs, and each
cell consisted of about 1,500 cubes on average. The average number of players per each cell was
145, and a total of 946 players submitted their results for at least one of the 28 SACs.
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We constructed for each cell a 2D data matrix S whose rows indicate players and columns represent
supervoxels. A matrix entry sui equals 1 if the player u colored the supervoxel i, 0 if u did not color
it, and -1 if u did not play the cube containing the supervoxel i. The average number of supervoxels
per each cell was 41,457.

For each S, there was a corresponding ‘ground truth’ vector σ whose entry σi ∈ {0, 1} indicates
the true answer for the corresponding supervoxel i in S. This ground truth was obtained from the
threshold-voted player consensus with the correction of lab experts. Based on S and σ, parameters
in our model can be estimated in a supervised manner.

2.2 Probabilistic Model

Let’s consider a set of independent binary questions (supervoxels) and multiple respondents (play-
ers). For question i, let σi ∈ {0, 1} be the true answer. Respondent u gives an answer sui to the
question i probabilistically as follows:

P (sui = 1|σi = 1) = p+, (1)

P (sui = 1|σi = 0) = p−. (2)
With these conditional probabilities, the posterior probability of σi given the observed answers
{sui}u∈Ui

, where Ui represents a set of respondents who have answered the question i, can be
calculated by applying Bayes’ rule:

P (σi|{sui}) ∝ P ({sui}|σi)P (σi). (3)
If we assume that multiple respondents answer a given question independently of each other, then
the MAP estimate for σi can be determined by the sign of

log
P (σi = 1|{sui})
P (σi = 0|{sui})

= log
P ({sui}|σi = 1)P (σi = 1)

P ({sui}|σi = 0)P (σi = 0)

=
∑
u∈Ui

log
P (sui|σi = 1)

P (sui|σi = 0)
+ log

P (σi = 1)

P (σi = 0)
. (4)

By substituting (1) and (2), (4) can be represented as follows:

log
P (σi = 1|{sui})
P (σi = 0|{sui})

=
∑
u∈Ui

(ausui + bu) + log
P (σi = 1)

P (σi = 0)
,

au = log
p+

p−
− log

1− p+

1− p−
, bu = log

1− p+

1− p−
. (5)

This is basically a weighted voting, in which the answers of respondents are weighted by au and the
threshold is determined by bu and the prior probabilities of σ.

2.3 Classifier Model

One of the simplest ways of determining the player-specific parameters au and bu is a simple clas-
sifier model based on logistic regression:

σi ≈ f

(∑
u∈Ui

(wusui − θu)

)
(6)

where f(x) is a logistic function f(x) = 1/(1+ e−x). With the squared-loss objective function, the
parameters wu and θu can be estimated by the stochastic gradient descent (SGD) method.

In addition to the default logistic regression model shown in (6), we also consider a constrained
model with non-negativity and unit upper bound constraints for the parameter values:

σi ≈ f

(∑
u∈Ui

wu(sui − θu)

)
, (7)

0 ≤ wu ≤ 1, 0 ≤ θu ≤ 1. (8)
The intuition for the constraints comes from the fact that negatively weighted votes are not only un-
natural but also harmful to generalization. For example, it is unlikely that not coloring a supervoxel
(sui = 0) suggests that the supervoxel should be colored (σi = 1).
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Figure 1 | The distribution of the estimated player-specific parameters in each model (left: default,
right: constrained). Each circle indicates the estimated parameters for each player. The total number
of cubes played by each individual is color-coded, with brighter color indicating larger number. Note
that vertical axis in each figure is different (left: w − θ, right: w).

2.4 Model Estimation and Inference

We first sorted the 28 SACs in chronological order and constructed per cell data matrix Si for i =
1, . . . , 28. We initially estimated the parameters {w, θ}1 from S1, and then tested the classification
performance on S2 using {w, θ}1. The parameters of newcomers were always initialized to 0 (no
count). We then incrementally estimated the parameters by initializing {w, θ}2 with {w, θ}1 and
estimating {w, θ}2 from S2. We repeated this incremental process of estimating parameters from
one cell and testing performance on the next cell. This process was intended to emulate the on-line
parameter estimation/inference cycle, which is desirable for real system. We used custom-written
Matlab codes for data acquisition, parameter estimation, inference, and visualization of the results.
For SGD, we used the learning rate parameter of 0.01 with an annealing factor of 0.99. For each Si,
we trained the model for 100 epochs.

3 Results

3.1 Parameter Distribution

Figure 1 shows the distribution of estimated parameters for the default and constrained models. For
the default model (left panel), the first quadrant (w − θ > 0 and θ > 0) of the parameter space
is desirable because parameters in this region indicate the positive correlation between the player’s
answer sui and the true answer σi. As seen in the figure, experienced players (circles with brighter
color) are likely to be located in this desirable region. For the constrained model (right panel), it
is clear that evolution of parameters beyond the given constraints is restricted. Again, experienced
players exhibited desirable parameters (high w and intermediate θ in this case; refer to (7)).

3.2 Model Performance

Figure 2 illustrates the performance of resulting classifiers based on the default and constrained
models. As a measure of performance, classification error averaged over 27 SACs (excluding the
first cell) was used. Blue and cyan bars represent the reference classification error obtained from
the existing method (threshold voting). In real system, player accuracy (f-score) is computed on a
weekly basis. Based on this, players above a cut-off accuracy are promoted to ‘experts,’ while those
below the cut-off are demoted to ‘novices.’ Blue bars represent the reference classification error
resulting from considering the votes from ‘expert’ group only.

As can be seen in the figure 2, for both models, the performance of the weighted voting without
prior information on σ (refer to the equation (5)) was worse than that of the existing method (brown
bars). In contrast, when the prior information was included, the performance was comparable to (the
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Figure 2 | Average classification error over the 27 SACs for each model. Blue: threshold voting
from only experts; Cyan: threshold voting from all (experts and novices); Yellow: weighted voting
from all with prior information; Brown: weighted voting from all without prior information; Error
bars: S.E.

default model) or slightly better than (the constrained model) that of the threshold voting from all
players (experts + novices; cyan bars). The constrained model showed a slightly better performance
than the default model as expected, but the difference was not statistically significant as it was
within the range of the standard error. Furthermore, both models never exceeded in performance the
threshold voting from the ‘expert’ group only (blue bars).

4 Discussion

In this paper, we developed a probabilistic model for an optimal integration of noisy results from
multiple players in EyeWire, and approximated this with a simpler weighted voting scheme by
parameterizing each player’s expertise. We considered two different models, ones with/without
constraint on parameter values. However, the performance of our models was not superior to that of
the threshold voting. We can think of a couple of reasons explaining this result as follows.

First, the ground truth σ was directly depending on the ‘expert’ player consensus achieved by thresh-
old voting. Since σ was generated by correcting this consensus, it could be possible that the result
of threshold voting was trivially most similar to the ground truth σ, making it difficult for weighted
voting to perform better than threshold voting.

Second, since we only assessed quantitative volumetric error, we cannot rule out the possibility that
there could be a meaningful qualitative difference between the results of threshold and weighted
voting. There are two types of topological error in neurite (neural branch) reconstruction, i.e., merger
(false extension of wrong branch) and splitter (false stop) [7,8,9]. Since introduction of merger
and/or splitter can severely debase the quality of reconstruction, the true performance of a model
can only be assessed by using such topological metrics.

Third, an assumption of independence between supervoxels used to formulate the probabilistic
model is actually not entirely correct. Although it is true that each cube is independent of each
other, neighboring supervoxels in one cube are in fact highly correlated. Thus, the fact that prob-
abilistic behavior of one player in adjacent supervoxels might not be independent should be taken
into account in probabilistic modeling.

Lastly, we did not parameterize the difficulty of each supervoxel in our model, and this supervoxel
difficulty could be crucial in determining the probabilistic behavior of players at each supervoxel.
Whitehill et al. [10] formulated a probabilistic model for an optimal integration of noisy labels from
multiple labelers in crowdsourcing system, and they indeed included problem difficulty as well as
labeler expertise in their model. They resorted to the expectation maximization (EM) framework to
simultaneously estimate the difficulty and expertise parameters as well as the posterior probability
of labels. This approach would be an immediate next step that should be taken to improve the
performance of our model.
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